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Abstract—Improvements in multirotor performance and signif-
icant reductions in component cost necessitate advanced control
algorithms to successfully exploit these features for delivery,
mapping, and reconnaissance applications. Often these multiro-
tors must navigate cluttered and dynamic environments, flying
through quickly-closing windows that require a tight coupling
of planning and low level control not possible with classical
control methods. Model Predictive Control (MPC) offers an
attractive option for optimally controlling these highly dynamic
and nonlinear systems to achieve a wide variety of behaviors.
This work considers a previously implemented MPC policy (SLQ-
MPC) designed for static hoop navigation and adapts it to guide
a quadrotor through a hoop thrown through the air. Although
the quadrotor has less than 1 second to fly through the hoop
before it hits the ground, the quad successfully navigates the
hoop in 6 out of 10 trials, with an average error around half the
hoop radius. This work shows that this algorithm can execute
trajectories that require tight temporal constraints in addition
to spatial constraints, such as navigating burning buildings or
congested warehouses.

I. PROBLEM DESCRIPTION

As unmanned aerial vehicles (UAVs) become increasingly
smaller, more agile, and cheaper, their utility for practical
tasks is undeniable. Quadrotor UAVs in particular are well
suited for parcel delivery, terrain mapping, search and rescue
in dangerous or cluttered environments, or racing applications
due to their combination of maneuverability and carrying
capacity. Fully exploiting these features requires advanced
control techniques to plan trajectories that navigate inherently
obstacle-ridden environments while accounting for highly non-
linear dynamics. Several works have examined this obstacle
navigation task in the context of passing through desired
corridors [1–3].

Many of these controllers are sensitive to modeling or
estimation errors, or require a static environment to navi-
gate. One of the most common methods for handling these
challenges is Model Predictive Control (MPC). An MPC
controller solves an optimal control problem at each time
step and continuously applies the first or the first few optimal
control inputs [4]. This method allows the control scheme to
continuously adapt to changes in the environment or overcome
estimation and tracking errors, and has been tested on multi-
rotors for a number of tasks [5–8]. The primary drawback
to MPC is the coupling between the prediction horizon and
control bandwidth. Solving an optimization problem online
takes time, and long prediction horizons that take too long

Fig. 1. A frame from high-speed video footage of a quadrotor passing
successfully from right to left through a hoop undergoing projectile motion.

to solve can render a system unstable. Fast MPC methods
have been developed to solve this problem by formulating
the traditional Quadratic Programming (QP) problem as a
more simple unconstrained Linear Quadratic Regulator-like
(LQR) problem that can be directly solved with iterative
backwards and forward passes. One example of this algorithm,
the Sequential Linear-Quadratic MPC (SLQ-MPC) has been
directly employed to guide a hexacopter through static hoops
[9]. The algorithm is very robust to unexpected changes in
waypoint state due to its long prediction horizon (around 3 s
with a 15 ms computation time). However, this algorithm was
only tested for navigating static waypoints, which are much
easier to predict and do not have the same tight temporal
constraints as dynamic waypoints. This work expands on
the SLQ-MPC algorithm by introducing predicted waypoint
trajectories rather than fixed waypoint states into the backward
passes of the algorithm. This allows the algorithm to determine
the optimal path to intersect the hoop at the the correct location
and time. Our primary goal is to demonstrate a quadrotor
flying through a 44 cm radius hoop moving through projectile
motion, as seen in Figure 1. This will be accomplished using
the SLQ-MPC for the quadrotor and computer vision to track
and predict the both the states the hoop and quadrotor.

Prior literature is discussed in more detail in Section II,
including the SLQ-MPC algorithm as well as relevant state
estimation methods. Sections III and IV develop the system
model and controller design. Section V highlights the im-
plementation on hardware, and Section VI presents the final
experimental results. Section VII offers discussion on how the
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performance of this algorithm might be improved, as well as
viable future work and alternative application areas.

II. RELATED WORK

This work draws heavily from a previous work employing
SLQ-MPC to guide a hexacopter through a static window
[9]. The heart of the SLQ-MPC algorithm is formulating and
solving the SLQ algorithm1 at each time step to obtain a
desired trajectory and the feedforward and feedback control
inputs to follow that trajectory [10]. The trajectory is iteratively
computed through a series of backward passes to compute a
control input that minimizes a linear-quadratic cost function,
and forward passes that apply that control to compute a new
desired trajectory. These backwards and forward passes are
repeated sequentially until the algorithm converges. The cost
function penalizes deviations from the desired trajectory, error
from the goal state, as well as error from the waypoint. The
error from the waypoint is filtered through a Gaussian function
so that little cost is incurred unless the time is close to the
desired waypoint traversal time. This is achieved with

W (t, x(t)) = x̂(t)TWpx̂(t) exp
(ρ

2
(t− twp)

2
)

(1)

where W (x(t)) is the waypoint cost, x̂(t) is the deviation from
the waypoint, Wp is a weighting matrix, ρ scales the duration
of the filter, and twp is the predetermined waypoint traversal
time.

This method has been shown to be very capable at replan-
ning during the execution of a task, but has the luxury of a
static waypoint (i.e. x̂(t) = x(t) − xwp, where xwp is not a
function of time). This means that little estimation is required
to determine the location the waypoint, and that the algorithm
can choose to cross the waypoint at an arbitrary time. Flying
through a hoop in free fall requires constant estimation of the
hoop trajectory, and careful selection of the waypoint traversal
time to feasibly fly through the hoop.

III. SYSTEM MODELING

The forward pass of the SLQ-MPC algorithm requires a
model of the system dynamics to calculate new trajectories,
and the backward pass requires a linearized model to com-
pute the optimal control. This model was borrowed from
[11], which derives the full equations of motion for the
Crazyflie system, including Coriolis forces and aerodynamic
drag. The quadrotor state is defined as x = [q, q̇]T where
q = [x, y, z, φ, θ, ψ]T and ψ, θ, and φ are ZYX Euler angles,
respectively. The inputs to the system are thrust T in the z-
axis of the body frame, and torques τφ, τθ and τψ about their

1We will not discuss the intricacies of the algorithm here, rather the aspects
relevant to our modifications. See [9] or [10] for more detail.

respective axes. With these coordinates, the dynamics of the
system become
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where A is the effective drag coefficient of the quadrotor, Rsb
is the rotation matrix of the body frame with respect to the
spatial frame (using notation from [12]), m and J are the mass
and inertia of the system scaled to account for the additional
motion capture tracking balls, and C is the Coriolis matrix of
the quadrotor.

Our modification to the SLQ-MPC algorithm is a predicted
hoop trajectory rather than a fixed waypoint state. This trajec-
tory was calculated from standard projectile motion dynamics,
given by xwp(t)

ywp(t)
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where xwp(0) and ẋwp(0) are the initial hoop position and
velocity respectively in the x direction2, updated at every
iteration of the MPC algorithm. We chose this method rather
than iteratively fitting a parabolic trajectory for two reasons.
This method provides a trajectory parameterized by time rather
than by spatial coordinates, which is essential for planning.
In addition, while curve fitting would eventually converge
to a close approximation of the actual trajectory, it would
take several time steps to do so. Since this task is highly
dynamic and evolves over a short amount of time, the first few
actions the quadrotor takes are critical to success. The dynamic
shooting method in Eq. 3 has superior accuracy and robustness
during these crucial moments and ensures the quadrotor does
not accelerate in the wrong direction.

IV. CONTROLLER DESIGN

A. Trajectory Planning

Trajectories that guide the quadrotor from the current state
through the hoop and to the goal state are computed with
the SLQ-MPC algorithm. As discussed in Section II, this
algorithm performs sequential backwards and forward passes
on trajectories until converging on a path that minimizes a
linear-quadratic cost. The full cost employed here is

J = x̄TNHx̄N +

N−1∑
n=0

x̄TnQx̄n + uTnRun +W (t, xn) (4)

where x̄ is the error from the goal state, H,Q, and R are
weighting matrices, and N is the number of time steps in
the algorithm. W (xn) is the waypoint cost from Eq. 1 except

2The other two directions are defined in the same way.
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Fig. 2. This figure shows the action of the SLQ algorithm in simulation.
The top plot shows the initial trajectory generated by LQR controller to the
goal state, which does not account for the waypoint and does not have the
feedforward to arrive at the goal state. The bottom plot shows the trajectory
computed by the SLQ algorithm which goes through the waypoint at the
desired time and arrives exactly at the goal.

the waypoint error x̂(t) = x(t) − xwp(t) is now a function
of the waypoint trajectory, and twp is the time in the hoop
trajectory when the hoop is at the same height as the quadrotor.
Taking the second order Taylor series expansion of Eq. 4 about
the initial trajectory yields a linear-quadratic expression for
this cost, which can be analytically minimized with a certain
control input at each time step starting at the terminal state
and working backwards along the trajectory. This generates a
locally optimal control policy, which is integrated forwards to
compute a new trajectory. We also apply actuator constraints
during this forward pass. This process can be repeated to
converge to an optimal trajectory, although we found that
the algorithm typically gives sufficient results after the first
pass, which greatly reduces computational overhead. This
process also requires an initial trajectory, which is seeded by
solving the LQR problem about the goal state. Figure 2 shows
the performance of this initial trajectory, and the resulting
trajectory after one SLQ pass.

The beauty of this approach is that the dynamic waypoint is

handled automatically by setting a large value of ρ (the spread
of the temporal filter) and including the predicted waypoint
trajectory rather than a fixed state. Since the waypoint traversal
time and trajectory are already known, the waypoint cost
W (x(t)) is practically zero when t is far from twp, but very
high near twp. The cost is then minimized by the quadrotor
traversing the corresponding point in the waypoint trajectory
at twp. We also enforce that the quadrotor fly through the hoop
by altering the waypoint state such that the desired velocity is
orthogonal to the hoop plane.

This algorithm has quite a few knobs to turn due to the
weighting matrices in the cost function. We found that large
penalties on waypoint and terminal goal state errors were
necessary to ensure those constraints were met. In particular
the waypoint position error was weighted much higher than
the angular orientation or velocity. The intermediate goal state
error (error from the goal state incurred before the final time)
was weighted relatively low, as large values tended to drive the
system too aggressively towards the goal and could not reach
the waypoint. The input cost matrix R was also relatively
large, as too much control (especially torques) frequently
caused the system to become unstable.

This speed of an MPC algorithm is also important in
determining the length of the planning horizon. This algorithm
is very computationally efficient, and after compiling into a
MATLAB MEX function could be executed in around 5 ms
on an Intel i7-6500U CPU for a 3 s prediction horizon. This
is sufficient to navigate the hoop and arrive at the goal state.

B. Simulation

In order to confirm that the algorithm could feasibly con-
verge to a solution with acceptable performance, we simu-
lated the dynamics of the quadrotor and ran the SLQ-MPC
algorithm at each time step (every 10 ms). To test that the
algorithm could handle noise in the measurement data, we
added ±5 cm of error in the position of the quadrotor. The
resulting trajectory is shown in Fig. 3. The quad still navigates
the waypoint, although not as accurately as with only one
execution of the SLQ algorithm. This error persists even if
no noise is added, and seems to be linked to the algorithm’s
tendency to use a lot of control effort in the first step. Since this
is the only control applied in simulation before recomputing
and reapplying control, it consistently perturbs the system.
This effect was even more notable during experimental testing,
so rather than executing the algorithm at every time step, we
executed the algorithm every 200 ms to allow the controller
to sufficiently track the previous trajectory.

C. Tracking Controller

Out of the box, the Crazyflie contains its own attitude
stabilization controller, and receives setpoints of roll and pitch
angles, thrust in the vertical body axis and yaw rate. To
help maintain a focus on the development of the SLQ-MPC
algorithm, we left the original onboard attitude control loop
untouched.

3



Fig. 3. This figure shows a simulation of the SLQ algorithm in the MPC
framework with added measurement noise. Even though the algorithm receives
poor information about the quadrotor position, replanning at each time step
allows it to guide the quad through the waypoint and to the goal state, although
with degraded performance compared to computing the trajectory once.

The estimate of the velocity of both the hoop and the
quadrotor was provided by an observer consisting of a deriva-
tive term paired with a low pass filter. The cutoff frequency
for the quad linear and angular velocities and the hoop linear
velocities was 10Hz, a hand-tuned value based on experimental
observations to reduce the error induced by OptiTrack losing
track of the objects.

We wrapped a position controller around the Crazyflie’s
attitude loop to track the trajectories generated by the SLQ-
MPC algorithm. This position controller consisted of a PID
controller on the Crazyflie’s altitude and PD controllers that
mapped the lateral body error to the roll and pitch axis of the
quadrotor. To remove delay in our trajectory feedback control
and account for the slower observer updates, a bias was added
to the index of the trajectory, which was found heuristcally
during testing. In addition to this we incorporated feed forward
terms from the SLQ-MPC algorithm for thrust and the desired
roll and pitch of the trajectory.

V. HARDWARE IMPLEMENTATION AND TESTING

A. Quadrotor Platform

We used the Crazyflie 2.0 quadrotor (Fig. 4) as our platform
to accomplish this hoop navigation task. The Crazyflie is
lightweight and agile, capable of accelerations of nearly 2g.
This speed was useful in reducing the MPC time horizon,
and also meant that the quadrotor had sufficient agility to fly
through a hoop accelerating at −g regardless of the initial con-
ditions of the quadrotor. The abundant support for the Crazyflie
in controls, modelling, interfacing, and communication helped
us focus on developing our control algorithm.

B. Networking

Fig. 5 shows the software and control architecture. Two
custom ROS nodes were created, one as a standalone C++
executable and the other embedded within Matlab. The update
rate for the ROS node is 50Hz, and in the Matlab trajectory
computation takes approximately 5ms, a speed which is only
possible after converting the SLQ-MPC solver into a Matlab

Fig. 4. Crazyflie 2.0

executable (.mex) format. This approach allowed for the con-
venience of accessing native Matlab functions while obtaining
the speed of a pre-compiled C++ program.

C. Sensing

The team made use of the OptiTrack motion capture setup,
which generates position and pose estimates of rigid bodies
in view of multiple infrared cameras. An array of reflective
balls is mounted on objects to be tracked, which allows the
object’s pose to be estimated. Fig 6 shows the placement of
the balls on the hoop and quadrotor. The pose is updated at
120Hz and sent over ROS. In the early stages of the project,
we considered using a more lightweight setup, consisting of
a single Intel RealSense RGB-D camera. In the first case,
the thin width of the hoop would make it hard to track, and
even if the circle feature could be extracted, it would be too
hard to reliably correlate that with the depth to extract its
world coordinates. Tracking the quadrotor would be even more
difficult. Nonetheless it was worthwhile to investigate, given
its potential to open up flight in spaces without costly motion
capture installations.

D. Controller Validation

The team took the approach of incrementally validating
simple behaviors on the path to the final thrown hoop scenario.
In the early stages, the focus was on tuning the PID controller
for the roll and pitch angle and vertical thrust commands to
be sent to the quadcopter. For simplicity, yaw rate was set to
zero. Fig 7 shows the performance of the final controller in two
maneuvers: taking off and hovering, and travelling in a straight
line between two hover points. After this motion was verified,
the next step was to compute and follow a trajectory through
a small static hoop. We started with commanding a trajectory
which was computed just once, moving onto one which was
computed multiple times before passing through the plane of
the hoop. We settled on three trajectory updates, happening
at 200ms intervals, and determined that recomputing the
trajectory after this window would result in erratic control
inputs which would cause the quad to become unstable as it
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Fig. 5. This figure shows the software and control architecture. Messages are passed between OptiTrack, the C++ Bridge Node and Matlab using ROS.

Fig. 6. Two sizes of hoops were used for testing, whose pose was calculated
using reflective markers mounted around the circumference. The smaller blue
one was used for static testing and controller tuning and the larger red one for
dynamic testing. The quad has a tracking ball on each arm and one slightly
misaligned on the top to provide positive registration of yaw angle
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Fig. 7. This figure shows the step response to two basic quadrotor maneuvers:
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tried to make last-minute realignments with the latest predicted
trajectory.

We achieved a higher success rate when the target passage
height was set at 2.0m. Passing through the hoop at its

zenith of approximately 2.5m, when its vertical velocity is
zero, would allow the greatest tolerance in quad waypoint
positioning. Unfortunately the quality of the tracking degraded
above 2.0m, which made even basic flight almost impossible.
In the end we reached a compromise with aiming to pass
through at 2.0m, with a slightly shorter time window available.

E. Dynamic Hoop Test Procedure

We enlisted a veteran Ultimate Frisbee player who happened
to be in the team to throw the hoop during our tests. The ideal
trajectory was as high as possible without striking the upper
net, which would disrupt the hoop’s projectile motion. As
we were not accounting for the hoop’s orientation, all throws
were in the same plane. The quad was allowed to attempt a
crossing once the hoop crossed a height threshold of 1.5m,
a height which avoided spurious readings during the action
of launching. We performed this test ten times, only omitting
trials where the battery voltage caused failure or when the
communication cut out.

VI. FINAL EXPERIMENTAL RESULTS

We demonstrated the ability of the quad to fly through
a large thrown hoop, with a 6/10 success rate in our final
configuration. We had an average tracking error of 26.8 cm
from the center of the hoop and a standard deviation of about
12 cm for the 10 trials. Naturally, each run is subtly different
from the last because of minor variations in how it was thrown,
and the runs which failed typically had a noticeable horizontal
velocity component. In fact, we applied a reduction factor to
the sensed horizontal hoop velocity to make the trajectory less
sensitive. The most common failure mode was the descending
hoop striking the quad from above. While high speed footage
was only available for a few runs (see Figure 8), in these cases
it did show that whereas the quad’s center of mass passed
through the hoop, it was clipped on its back half. We were
not able to fly through a small thrown hoop but as this was a
stretch goal anyway, we did not pursue this strongly. Figure
9 shows a distribution of quad positions in the hoop plane at
the time of crossing, with successes and failures denoted by
color.

The MPC trajectories during one successful trial are shown
in Fig. 10. Initially the hoop prediction has a larger degree of
error, since the dynamics in Eq. 3 have to be integrated for a
longer time. As time progresses and the waypoint traversal
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Fig. 8. This figure shows frames extracted from high speed camera footage of a successful right-to-left passage by the quad through the hoop.

Fig. 9. This cross section shows the error in position of the quadrotor when
traversing the plane of the thrown hoop. The quad successfully passed through
the hoop on 6 of the 10 attempts (green), impacted the hoop but passed through
on three attempts (orange), and impacted but missed the hoop on one attempt
(red). The hoop is overlaid in red.

time approaches, Eq. 3 yields a more accurate estimation
of where the desired traversal location, and the trajectories
converge. This figure also shows how the initial quadrotor state
changes over the course of a trial. Once the quadrotor is close
to the hoop (after four iterations), we cease recomputing the
trajectory and commit to tracking the most recent trajectory.
We found this method to provide much more robust track-
ing, and admissible since the predicted waypoint state error
becomes negligible.

VII. CONCLUSION AND FUTURE WORK

We demonstrated that the SLQ-MPC algorithm can be ap-
plied to dynamic waypoint navigation tasks with tight temporal
constraints. We were able to achieve a success rate of 60%
flying through a thrown hoop and could likely further improve

Fig. 10. This to-scale figure shows recomputed trajectories during one trial
of dynamic hoop navigation. Every 0.2 s the MPC algorithm recomputes
the optimal trajectory (black line) from the current quadrotor state (red box)
through the predicted location of the hoop (red circle) and to the goal state
(blue circle). As time progresses, the predicted hoop location converges. After
four iterations the controller tracks the final trajectory.

upon this by implementing a low level controller of the
Crazyflie that could leverage the exact model used to predict
trajectories. The SLQ-MPC algorithm was largely successful
in finding feasible trajectories that passed through the hoop
so long as the desired waypoint state was close enough to the
quadrotor to feasibly cover the distance.

This work could be extended by navigating through smaller
or multiple hoops, which would require more precise and
robust tracking. To apply this control to a broader array of
waypoints, we would consider generalizing the method of
computing the waypoint state and time to admit any desired
waypoint. WThis development would be crucial for extending
the SLQ-MPC algorithm with waypoints to other applications
such as online waypoint detection and obstacle avoidance.
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